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ABSTRACT

We introduce a constant luminance HDR video coding
pipeline, which converts the source video to linear Y u′v′

color space and applies a dedicated chromaticity transforma-
tion before encoding. This reduces perceivable color artifacts
without modifying the core codec itself. We validate our ap-
proach by a user study that shows a significant improvement
in perceived color quality at high compression rates without
sacrificing luminance quality compared to current standard
coding pipelines.

Index Terms— color transformation, HDR, video coding

1. INTRODUCTION
Extended luminance range and color gamut of novel dis-

plays create new challenges for distribution of video and
image content. Current encoding strategies are designed with
a stronger focus on retaining luminance quality compared
to chrominance quality, which is reasonable for standard
dynamic range displays. However, with a wider luminance
range, color artifacts are more likely to be perceivable [1].

In this context, a call for evidence (CfE) for high dynamic
range (HDR) and wide color gamut (WCG) video coding [2]
was issued recently by the Moving Picture Experts Group
(MPEG), and technology proposals were tested. The aim of
the CfE was to investigate whether current MPEG standards
for standard dynamic range (SDR) video coding are feasible
for HDR content as well (results are given in [3]).

The current standards are designed for video content in
Y ′CbCr color format as described in ITU-R BT.601 [4], ITU-
R BT.709 [5] and ITU-R BT.2020 [6]. Note that Y ′CbCr is
often referred to as Y uv, yet, this is misleading, as it sug-
gests a relation to the CIE 1976 u′-v′ chromaticity diagram
[7]. In Y ′CbCr, however, luminance and chrominance are
not separated. Instead, the non-constant luminance channel
Y ′ (also referred to as luma) contains chrominance informa-
tion and the chroma channels Cb and Cr contain luminance
information. While encoding SDR content in Y ′CbCr color
format provides sufficient quality, employing this color for-
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mat for HDR coding leads to an increase of perceivable color
artifacts, in particular for stronger compression.

HDR coding is subject of ongoing research. Studies
have been conducted to evaluate the performance of existing
codecs on HDR content [8, 9] and new coding strategies have
been proposed. In [10] a modification of MPEG-4 video
coding is suggested to enhance performance for HDR videos.
Other methods maintain the core codec itself and add dedi-
cated processing. In [11, 12] the HDR video is split into an
SDR stream and some meta data that are used to reconstruct
the HDR video. This includes the suggestion to change the
colorspace for HDR coding. However, while [12] suggests
the CIE 1976 u′-v′ color space, their color representation
encodes the whole visual color gamut and is embedded into a
complex backward-compatible compression pipeline.

We address HDR coding without changing the core en-
coder but rather by adapting current coding pipelines. This
way existing hardware and software designs of the core codec
remain unchanged and the pipeline remains compatible to
MPEG. Our approach
• converts the HDR source video into the constant lumi-

nance Y u′v′ color space and
• applies a dedicated chromaticity transformation before

encoding to allow optimal use of the core encoder’s
properties.

Here, Y refers to (constant) luminance and the u′ and v′ val-
ues refer to the CIE 1976 u′-v′ chromaticity diagram [7]. This
requires corresponding postprocessing that inverts the trans-
formation after decoding.

2. PREPROCESSING PIPELINE
The preprocessing pipeline as shown in Figure 1 is based

on the pipeline used by MPEG for generating HDR anchors
for the CfE [2], i. e. it contains the common steps of quanti-
zation, chrominance downsampling and eventually encoding
(shown in white). While the details of the conducted experi-
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Fig. 1. Encoding pipeline: White parts are common with the
MPEG pipeline. Green parts are modified modules.



ments are described in Section 4, note, that any kind of quan-
tization (8/10/12/... bit) and any kind of chrominance down-
sampling (or none at all) can in principle be applied here.

The differences, however, start with the conversion to
Y u′v′ color space rather than Y ′CbCr. This is done to sep-
arate the luminance from the chrominance, which allows
an individual treatment. Furthermore, Y u′v′ is a percep-
tual uniform colorspace, thus, making the perceptibility of
quantization errors more predictable and controllable.

While the MPEG pipeline does contain an electro-optical
transfer function (EOTF), e. g. the perceptual quantizer trans-
fer function (PQTF) [13], it is not applied to the luminance
but rather to the input signal, e.g. the individual RGB compo-
nents. By separating the luminance from the chrominance in
our approach, the EOTF can now be applied directly to the lu-
minance and, thus, has no influence on the chrominance. The
chrominance can then be handled separately by a dedicated
chromaticity transformation (CT) that is explained in detail in
the next section. After both, luminance and chrominance, are
transformed accordingly, quantization and downsampling are
applied.

Postprocessing consists of the inverse preprocessing
steps, i. e. chromaticity upsampling, inverse quantization,
inverse EOTF, inverse CT and finally a conversion into the
desired color space, usually RGB. To invert the CT an addi-
tional, content depended parameter has to be transmitted to
the receiver side to be able to invert the transformation, as
explained in the next section.

3. CHROMATICITY TRANSFORM
Our CT aims at optimizing the color representation for

encoding and, furthermore, provides a parameter to precisely
adjust the quantization of the chromaticity channels. In the
following, input video data is assumed to be provided in RGB
color space with BT.2020 primaries as defined in [6]. Valid
(u′, v′) parameter pairs that correspond to colors inside the
gamut, then, form a triangle in the u′-v′ color space with the
primaries as vertices (see Figure 2, left). Changing the pri-
maries only changes the location in the u′-v′ space but it re-
mains a triangle. Building on that observation our CT has two
major steps visualized in Figure 2:
• mapping the triangle in the u′-v′ color space onto the
[0, 1]

2 unity square and
• scaling this square down.

The first step is motivated by the assumption that one dimen-
sional entropy coding as performed by the core codec for u′

and v′ separately does not efficiently exploit the triangular
shape of valid colors, and that a rectangular parameter space
is better suited for a standard codec. Thus, the BT.2020 trian-
gle is mapped to the unity square to cover the whole [0, 1]2 pa-
rameter space. To obtain a bijective mapping function from a
triangle to a square Mean Value Coordinates (MVC) [14] are
used. MVC are a generalization of barycentric coordinates
and as such provide a bijective mapping between two simple
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Fig. 2. The major steps of the chromaticity transform: first
the color gamut triangle (left) is stretched to the unity square
(middle) by mapping the corners plus an additional vertex to
the corners of the unity square. This square is then scaled
down (right).

polygons with an equal number of vertices. For two polygons
P, P ′ ⊂ R2 with m vertices p0, ..., pm−1 and p′0, ..., p

′
m−1 a

point v ∈ P is mapped to:

f (v) =

m−1∑
i=0

λi (v) · p′i, (1)

where the weight functions λi : P → [0, 1] are given by:

λi (v) =
wi (v)∑m−1
j=0 wj (v)

, wi (v) =
tan

(αi−1

2

)
+ tan

(
αi

2

)
‖pi − v‖

.

(2)

Here αi denotes the angle ^pi, v, pi+1. Note that this
is not well-defined if v is on an edge pi, pi+1 because
the angle ^pi, v, pi+1 becomes 180◦ and it holds that:
limx→90◦ tan (x) → ∞. In this case linear interpolation
between pi and pi+1 (respectively p′i and p′i+1) is employed.
To use MVC in the case of the BT.2020 triangle, a fourth
vertex is added to the polygon on the midpoint of the edge
between the red and blue primaries. Those four vertices (the
three primaries and the fourth, added vertex) are then mapped
to the four corners of the unity square (see Figure 2, middle).
For more information about MVC we refer to [14]. Optimal
placement of the vertices to define the polygons as well po-
tential alternatives for MVC as a means of mapping a triangle
to a square are subject to future research.

The second step of our CT consists of scaling down the
unit square to allow optimizing the quantization of the chro-
maticity channels independently of the luminance quantiza-
tion. This is necessary, as extending the BT.2020 triangle to
the complete parameter space [0, 1]

2, implicitly extends the
amount of preserved information. Note that before the trans-
formation only about 11% of the valid (u′, v′) parameter pairs
are lying inside the BT.2020 triangle. To reduce the amount
of information and to make it adjustable, the square is scaled
down by a factor scale ∈ [0, 1] (see Figure 2, right) to shrink
the valid area and, thus, reduce the preserved information
again. The scaling factor has to be transmitted to the receiver
side in order to allow correct reconstruction of the chromatic-
ity channels after decoding. With that, the chromaticity chan-
nels can then be rescaled and the MVC transform inverted. To



reduce complexity of decoding, a precomputed lookup table
can be used to map colors from the unity square back to the
BT.2020 triangle. Future studies are needed to investigate the
effect of scaling the u′ and v′ parameters independently.

4. RESULTS
This Section presents the results of the comparison of our

proposed pipeline to the pipeline used by MPEG in their CfE
for HDR and WCG video coding [2], in the following referred
to as anchor pipeline. Note, that it is not possible to visual-
ize HDR content correctly on a printed medium or standard
dynamic range display. Thus, images shown in this document
are tonemapped by using the method proposed in [15] to make
at least some of the color artifacts visible. However, this does
not reveal the full advantage of our method and more artifacts
are generally visible when viewed on a proper HDR screen.

We used four HDR video sequences of about 10 seconds,
Market, Tibul, FireEater and Balloon (see Figure 3) and com-
pressed them employing the anchor pipeline (anchors) as well
as the proposed pipeline (our results). The anchor pipeline
uses the PQTF [13] as EOTF, 4:2:0 chroma downsampling
and quantisation to 10 bit. Details about the subsampling as
well as quantization methods are given in [2]. To stay close
to the anchors, the same EOTF, downsampling and bit depth
were used in the proposed pipeline. Encoding and decoding
was done with the reference implementation of the High Effi-
cient Video Coding (HEVC) codec [16]. Each sequence was
encoded at four different quality levels. The highest qual-
ity level 1 was roughly equivalent to the uncompressed video.
The lowest quality level 4 showed strong luminance and color
artifacts. Encoding parameters for the anchors and the four
target bitrates are given in [2] and were created by varying
the QP parameter of the encoder only. In a similar fashion,
the proposed pipeline was used to generate results that match
the four bitrates of the anchors as closely as possible by only
varying the QP parameter of the encoder and the scale pa-
rameter of our proposed CT. The QPs were matched close to
the ones used for the anchors to ensure comparable luminance
quality.

Fig. 3. Tonemapped [15] frames of the Market (top left),
Tibul (top right), FireEater (bottom left) and Balloon (bottom
right) sequence.

4.1. Evaluation
As a general observation, our results exhibit considerably

less color artifacts compared to the anchors when stronger
compression is applied. Figure 4 shows some examples at
quality level 4 for the Market sequence. The middle images
show the uncompressed originals, the left images the anchors
and the right our results. The colors in the right pictures re-
main better localized, i. e. less color bleeding occurs. An ex-
ample is the woman in blue and purple clothes in the upper
row. In the left image the color of her clothes bleeds into
the car behind her. Furthermore, our method preserves colors
more faithfully. This is observable in the bottom row where
the lines, indicating the parking lot under the blue car, com-
pletely lose their blue color in the left image.

On average, our results exhibit comparable luminance
quality to the anchors over all quality levels. The only no-
table exception appears for quality level 2 of the Balloon
and the FireEater sequences where the anchors show better
luminance and chrominance quality (see subjective study be-
low). However, for both sequences the results of quality level
1 are more balanced (in the case of FireEater even strongly
favouring our results). Thus, we assume this to be due to
an unfavourable choice of QP and scaling parameters for
these particular videos. We also found that PSNR numbers
or other objective quality measures do not capture the qual-
ity differences in our experiments correctly. Several studies
to benchmark objective HDR image metrics have been con-
ducted [17, 18, 19]. Furthermore, the feasibility of the image
metrics for HDR videos was investigated in [20]. However,
the only metrics actually designed for HDR content (HDR-
VDP2 [21] and HDR-VQM [22]) use only the luminance of
the video the give an assessment of the video quality and
neglect the color. As objective quality measurement of color
in HDR videos is still an open research question we rely on
subjective studies to evaluate our method.

4.2. Perceptual Validation
To validate these observations statistically we conducted

a user study with a double-stimulus forced choice method.
As only one HDR display (Sim2 HDR47ES4MB [23])
was available the videos were split into 3 parts and the
same part of the original, uncompressed video (O) was
shown side-by-side with the anchors (A) and our results (P).

A/P O P/A

The original was always in
the middle framed by the
other two videos which
were ordered randomly.
Considering both possible
arrangements (AOP and
POA) there was a total of
96 different videos (4 videos × 4 quality levels × 3 parts ×
2 arrangements). In total 16 naive subjects participated in the
user study and were placed, one at a time, centred about 1, 2m
away from the screen. Each subject was to judge 50 videos
that were randomly selected out of the 96 possible videos and



Fig. 4. Excerpts of Market sequence at quality level 4. The middle images show the uncompressed originals, the left images
the anchor and the right our results. Images are tonemapped using the method proposed in [15].
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Fig. 5. General results of the user study (R 1 = highest quality,
R 4 = lowest quality). The average result (’All’) contains all
ratings for all videos. The standard error is shown on the
preference bars of the proposed method.

was asked to decide which video, the left or right, exhibited
overall better color and which exhibited overall better lumi-
nance quality. The ’same’ option was added to avoid random
preference selection. For the statistical analysis the results
of the ’same’ option were then evenly split to both methods.
The results for the different quality levels are given in Fig-
ure 5. It can be seen that for quality rate 3 and 4 the subjects
strongly favoured the chrominance quality of our results. A z-
test [24] showed the results to be significant at the 99% level.
The luminance results are not as clearly in favour of one of
the methods but show that the luminance of the our results
can in general be considered at least as good as the anchor
videos. The only exception is the quality rate two, which is
due to outlier results for the Balloon and FireEater sequence
at this quality level (see Table 1). Nevertheless, the average
results for luminance as well as chrominance reflect the over-

Rate 1 Rate 2 Rate 3 Rate 4
Chrominance
Market 36.4% 36.4% 47.7% 18.2% 63% 23.9% 68.8% 22.9%

Tibul 55.8% 26.9% 54.8% 17.7% 74.5% 12.8% 61.8% 9.1%

FireEater 72.1% 20.9% 42.6% 47.5% 49.1% 41.8% 51.8% 30.4%

Balloon 26% 34% 10.2%75.5% 46.9%24.5% 88% 4%

Luminance
Market 27.3% 18.2% 25% 38.6% 28.3% 32.6% 27.1% 35.4%

Tibul 30.7% 25% 30.7% 19.4% 44.7% 17% 34.6% 12.7%

FireEater 79.1% 2.3% 11.5% 62.3% 30.9% 36.4% 53.6% 25%

Balloon 18% 24% 12.2%83.7% 28.6%34.7% 90% 8%

Table 1. Detailed results of the user study. Green numbers
indicate preference of our results, red numbers of anchors,
the remainder corresponds to the same option.

all trend, i. e. that the luminance quality was preserved while
the chrominance quality was enhanced for high compression
rates.

5. CONCLUSION

We presented an HDR video coding pipeline that signif-
icantly improves subjective color quality when strong com-
pression is applied without modifying the core codec. The
pipeline uses the constant luminance Y u′v′ color space to
separate chrominance from luminance and applies a geomet-
ric transform to better shape the color representation for en-
coding. This transform further introduces a scaling factor
that allows precise adjustment of the chromaticity quantiza-
tion during encoding. A subjective evaluation has shown that
this reduces perceivable color artifacts without impairing the
luminance quality when compared to a current standard cod-
ing pipeline.
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